ABSTRACT: Protein preparation is a critical step in molecular simulations that consists of refining a Protein Data Bank (PDB) structure by assigning titration states and optimizing the hydrogen-bonding network. In this application note, we describe ProteinPrepare, a web application designed to interactively support the preparation of protein structures. Users can upload a PDB file, choose the solvent pH value, and inspect the resulting protonated residues and hydrogen-bonding network within a 3D web interface. Protonation states are suggested automatically but can be manually changed using the visual aid of the hydrogen-bonding network. Tables and diagrams provide estimated pK\textsubscript{a} values and charge states, with visual indication for cases where review is required. We expect the graphical interface to be a useful instrument to assess the validity of the preparation, but nevertheless, a script to execute the preparation offline with the High-Throughput Molecular Dynamics (HTMD) environment is also provided for noninteractive operations.

INTRODUCTION

The increase in sampling capabilities of modern molecular dynamics (MD) simulations has opened the way to a corresponding increase in the number of systems that research and industrial groups can study computationally.\textsuperscript{1,2,3} The term high-throughput, in particular, has become applicable to large-scale MD simulations, indicating the possibility to build, simulate, and analyze multiple replicas of the same system or multiple systems (e.g., series of drug candidates) in an automated fashion.\textsuperscript{4}

One step of the simulation workflow, however, has remained relatively underaddressed, namely, the preparation steps preliminary to the building of a molecular system. Proper accounting of titration states is important in protein–protein and protein–ligand recognition, enzymatic catalysis, and folding.\textsuperscript{5} While there is software that performs this preparation task, generally from the command line, the evaluation of chemical groups has a heuristic nature that relies on visual intuition of three-dimensional (3D) structures and iteration.

For this reason, we devised ProteinPrepare, a protein preparation web application that allows the estimation and visualization of charge states, optimization of the hydrogen-bonding network of protonated structures, thorough visual inspection of the results, and rapid iteration of changes. The application provides an evaluation of the titration states of a target protein’s residues on the basis of their local environment and the optimization of its hydrogen-bonding network through the placement of missing hydrogen atoms and flipping of side chains. Special consideration is given to residues whose pK\textsubscript{a} is close to the solvent pH because they are more prone to be misclassified by the customary binary (protonated vs unprotonated) assignments; the user can interact with the results, force their chosen titration states, and have the application reoptimize the structure.

The computation is executed on the server taking advantage of High-Throughput Molecular Dynamics (HTMD),\textsuperscript{6,7} a Python framework for simple molecular-simulation-based discovery. In particular, we used the proteinPrepare() functionality of HTMD, currently based on PROPKA 3.1 and PDB2PQR 2.1.\textsuperscript{8,9} As
such, in contrast to most other graphical tools, this web application also provides the short HTMD Python code required to perform the same task offline for the specific structure. The web application is publicly available at www.playmolecule.org for use on the web as part of the PlayMolecule web platform.

A number of other software packages and websites address parts of the preparation procedures of ProteinPrepare. Of note, the H+ server\textsuperscript{10} includes the REDUCE software for hydrogen-bond optimization,\textsuperscript{11} which is similar to the PDB2PQR optimization step in ProteinPrepare. An analogous feature is implemented in WHAT-IF.\textsuperscript{12} The CHARMMing server computes PROPKA-based titration states and generates CHARMM topologies, without the hydrogen-bond optimization step.\textsuperscript{13} PROPKA is also available as an interactive plugin for the Visual Molecular Dynamics (VMD) software.\textsuperscript{14,15} The MDWeb server provides a Java-based interactive environment to inspect and manipulate hydrogen placement, but it does not take into account titration states;\textsuperscript{16} similarly, the CHARMM-GUI server provides an input generator facility for several molecular formats, allowing the manual selection of protonation states.\textsuperscript{17} Several packages and web interfaces compute pK\textsubscript{a} values on the basis of continuum electrostatics calculations\textsuperscript{18–20} (the underlying computation provided by, e.g., DelPhi,\textsuperscript{21} APBS,\textsuperscript{22} and MCCE\textsuperscript{23}). Such treatment is more accurate, but it is also more computationally intensive and therefore has a lower feedback speed. Finally, some commercial software packages for drug discovery embed similar functions, e.g., Biovia Discovery Studio, which provides CHARMM-based pK\textsubscript{a} calculations, and Schrödinger Maestro, whose interactive Protein Preparation Wizard, like ProteinPrepare, uses PROPKA 3.1 for pK\textsubscript{a} calculations.

## FEATURES

### Input Selection

The ProteinPrepare web application is designed to provide a streamlined process (Figure 1) starting from a molecular structure provided as a PDB file, which can be retrieved from the RCSB Protein Data Bank (PDB)\textsuperscript{24} or uploaded by the user. After its selection, the number of polypeptide chains present in the structure is counted, and an option is provided to select one of them or all of them together.

![Sequence diagram of ProteinPrepare usage.](image)

A checkbox also provides the option to remove crystallographic waters.

Processed structures are usually intended for later system building through force fields, such as AMBER\textsuperscript{25} or CHARMM.\textsuperscript{26} Such classical force fields support a predefined set of preparametrized residues, which generally encompasses the 20 standard amino acids and most of their titration states, but do not support arbitrary peptide units, e.g., engineered residues. For this reason, if nonstandard amino acids are detected in the structure, an option is provided to either (a) mutate them to any standard residue; (b) delete the residue, possibly leaving a gap in the peptide chain; or (c) leave the residue unchanged, in which case processing can continue but the residue will not be titrated nor optimized. The Submit button concludes the structure selection and starts the analysis.

### Charge State Assignment

The first part of the analysis consists of the computation of pK\textsubscript{a} values for all of the titratable side chains. This computation is performed by the PROPKA software, version 3.1.\textsuperscript{8} The approach of PROPKA is to start with "model" pK\textsubscript{a} values of ionizable residues, which are then shifted to account for their local environment: in particular, it includes empirical terms with contributions by (a) solvent exposure (buried ratio or desolvation penalty), (b) hydrogen bonds formed in the main chain and side chains, and (c) interactions with charged groups. Each of these terms shifts the pK\textsubscript{a} values with respect to the model ones.\textsuperscript{14,22} Different approaches exist for the determination of pK\textsubscript{a} values\textsuperscript{28} and have been the subject of recent blind prediction challenges,\textsuperscript{29,30} whose comparison is outside of the scope of this paper. The current version of ProteinPrepare adopts PROPKA because it is at the same time fairly accurate\textsuperscript{31} and virtually instantaneous (a requirement for interactive use).

The computed pK\textsubscript{a} values are compared with the chosen pH value, and a heuristic is applied as follows: the residue is protonated if pH < pK\textsubscript{a} and deprotonated otherwise. However, if |pH − pK\textsubscript{a}| < 1, the residue is also marked as dubious. This is related to the connection between pK\textsubscript{a} and the equilibrium probability of protonation:

\[
P = \frac{1}{1 + 10^{pK_a - pH}}
\]

In other words, we conventionally assume that residues whose charge states are assigned with probabilities p between approximately 0.1 and 0.9 (i.e., at pK\textsubscript{a} ≈ pH ± 1) are not sufficiently certain and thus are marked for further inspection.

### Optimization

Once charge states are assigned for titratable residues, optimization of the geometry of side chains occurs. This step is necessary because structures resolved by crystallographic methods often do not have sufficient resolution to distinguish, e.g., nitrogen from oxygen or carbon atoms inamide side chains, implying that the orientation of side chains in the model may not reflect a stable hydrogen-bonding network required to keep the protein folded.\textsuperscript{12}

The hydrogen-bonding optimization is performed by the PDB2PQR software, version 2.1.\textsuperscript{9} Here we only provide a summary of the algorithm, as the details are available from the relevant literature.\textsuperscript{32} First, PDB2PQR fills in any missing heavy atoms. It then adds hydrogen atoms according to the titration states computed at the previous step, debumping residues in the case of steric clashes. The orientations of the side chains of the completed residues are then combinatorially optimized via a Monte Carlo procedure: groups of interacting residues are identified, and combinations of orientations (possibly flipping
Gln, Asn, and His residues) and placements of hydrogens on the carboxy groups (Glu and Asp) and on nitrogens in neutral His (N$_\delta$ vs N$_\epsilon$) are evaluated in search of the configuration providing the highest number of hydrogen bonds. If the location of crystallographic waters is known (and the user has not elected to remove them), protein−water and water−water interactions are finally considered, polarizing the water molecules accordingly.

ProteinPrepare’s main window is finally opened to display the optimized configuration, which can be inspected and manipulated. The detailed list of modifications performed, such as the list of atoms added at each residue, is available in the protonation table, which is accessible at the bottom of the screen and described in a later section.

Main Window. The main window (Figure 2) contains a WebGL protein structure viewer,$^3$ a site navigation sidebar on the left, the main option menu on the right, and a number of tabs at the bottom containing extra information about the system. Since solvent exposure is one of the residue characteristics affecting $pK_a$ (e.g., it is explicitly included in PROPKA’s prediction model), a button is provided to display the solvent-inaccessible molecular surface (shown as a transparent shape superimposed on the current molecular structure view).

The right-hand side of the main window lists the titratable residues, starting with the ones whose protonation states are more likely to require manual review. The residue list provides $pK_a$ values as well as controls to override any titration state chosen by the program. In particular, histidines can be forced in the $\delta$-, $\epsilon$-, or positively charged state. Clicking on a residue highlights it in the 3D view; its protonation can be assigned by modifying the input checkbox or, in the case of histidines, by selecting the $\delta$- (HID), $\epsilon$- (HIE), or doubly protonated (HIP) state from the drop-down menu. The Re-prepare protein button repeats the hydrogen-bond optimization steps with the manually selected states.

Protonation Table. The Protonation table tab, located below the main window, opens a table summarizing data on all of the prepared molecules’ residues. The table contains some of the data computed internally by PROPKA and PDB2PQR (Table 1). It lists all of the residues and provides additional information with respect to the one shown in the main window, such as the buried fraction and whether the last optimization flipped a residue’s side chain as part of the optimization process. The Download button allows the user to download the current PDB structure.

Figure 2. Main screen with the results of the preparation. The molecular structure of bovine pancreatic trypsin (PDB identifier 3PTB) at pH 7.4 is shown. Residue Glu 70 of chain A (yellow background in the right pane; orange balls-and-sticks side chain in the 3D view) and its neighbors (thin side chains in the 3D view) are highlighted. The right-hand side of the window enables manual protonation adjustments. Residues considered “dubious” (pH $- 1 < pK_a <$ pH $+ 1$) are shown by default, while the other titratable residues are accessible on the Other titratable residues drop-down list. Clicking on a residue highlights it in the 3D view; its protonation can be assigned by modifying the input checkbox or, in the case of histidines, by selecting the $\delta$- (HID), $\epsilon$- (HIE), or doubly protonated (HIP) state from the drop-down menu. The Re-prepare protein button repeats the hydrogen-bond optimization steps with the manually selected states; Download current PDB retrieves the current structure.

Table 1. Information Provided by the Protonation Table (Here “Titratable” Indicates Residues Asp, Glu, Cys, Tyr, His, Lys, and Arg)

<table>
<thead>
<tr>
<th>column</th>
<th>description</th>
<th>residues</th>
<th>source</th>
</tr>
</thead>
<tbody>
<tr>
<td>rename</td>
<td>residue name</td>
<td>all</td>
<td>PDB</td>
</tr>
<tr>
<td>resid</td>
<td>residue ID</td>
<td>all</td>
<td>PDB</td>
</tr>
<tr>
<td>insertion</td>
<td>insertion code</td>
<td>all</td>
<td>PDB</td>
</tr>
<tr>
<td>chain</td>
<td>peptide chain</td>
<td>all</td>
<td>PDB</td>
</tr>
<tr>
<td>buried</td>
<td>fraction of residue buried in the core</td>
<td>all</td>
<td>PROPKA</td>
</tr>
<tr>
<td>$pK_a$</td>
<td>$pK_a$ value</td>
<td>titratable</td>
<td>PROPKA</td>
</tr>
<tr>
<td>protonation</td>
<td>assigned protonation state</td>
<td>titratable</td>
<td>PDB2PQR</td>
</tr>
<tr>
<td>flipped</td>
<td>whether the side chain was flipped</td>
<td>Asn, Gln, His</td>
<td>PDB2PQR</td>
</tr>
</tbody>
</table>
download an even more detailed version of the table in Excel format, including, e.g., the list of atoms missing from the input file (possibly not resolved) and consequently introduced at guessed positions.

**Protonation Diagram.** The Protonation diagram tab contains a diagram showing the sensitivity of the charge states of the protein’s titratable residues to the buffer acidity (Figure 3). The plot provides an at-a-glance summary of how close the residues’ predicted pKₐ values are to the currently selected pH on the basis of eq 1. Each titratable residue is shown as a horizontal bar, its color matching the predicted titration state at varying pH values (on the horizontal axis). For acidic residues, the color of the bar blends between gray (neutral) and blue (negatively charged); for basic residues, it blends between red (positively charged) and gray (neutral). The actual pKₐ value is shown as a tick and a label close by.

A vertical reference band is placed at the currently selected pH value plus or minus one unit. Thus, residues whose pKₐ values fall outside the reference band can be considered relatively unambiguous, while those within the band are the
ones for which manual review is recommended as discussed above because their predicted protonation probabilities fall between approximately 10% and 90% (assuming correct pK_a predictions).

HTMD Code. An important feature of ProteinPrepare is that it overcomes the “interactive versus scriptable” dilemma by providing ready-to-use code that reproduces the results currently shown in the interface. The HTMD code panel (Figure 4) contains a short script that can be executed in a Python 3 environment with the HTMD package installed (freely available at www.htmd.org). The script reproduces the steps manually performed during the current session, namely, loading the PDB from the web, applying mutations of nonstandard residues, protonation overides, and optimization.

Implementation. The ProteinPrepare web service relies on the HTMD package for processing molecular structures. In particular, it provides classes and functions to edit molecular structures, query residue information, and programmatically perform the preparation steps (through its proteinPrepare() method).

The in-browser 3D interactive molecular representation is provided by the NGL viewer. The viewer provides methods to define various types of representations; these are used by the ProteinPrepare service to highlight the currently selected residue (the “inspect” function) and its neighbors, with visually distinct styles (Figure 2). The view can be manipulated in three dimensions, and residue and atom identities can be read out with the mouse pointer from there. The viewer is based on the WebGL standard and thus works on all recent browsers (including mobile devices) without plug-ins.

It is possible to use the interface either as an anonymous Guest user or after authenticating oneself, in which case the jobs submitted will be kept private. Authentication is based on Google’s OAuth standard and thus does not require a registration (i.e., users can use Google’s identity).

The server was implemented using Flask microframework, an open-source framework supporting the development of Python-based web applications. This framework, together with extensions such as Flask-SQLAlchemy, provides an object-relational mapper that exposes database entities and relationships as Python objects as well as simple methods that enable the communication between the server and the client via JSON-formatted requests/responses.

The front end was implemented using AngularJS 1.5, an open-source web application framework focused on the development of reactive single-page web applications. Furthermore, Angular Material 1.1 provided a set of reusable web components implementing the latest Material Design guidelines, a set of specifications that yield a consistent and intuitive visual language.

CONCLUSIONS
ProteinPrepare, together with the PlayMolecule platform, is a web application that fully leverages modern web technologies such as WebGL and the Material Design guidelines. Hence, it enables a rich and dynamic interaction, once only attainable by desktop applications, with the advantages of web technologies such as platform independence, being installation- and update-free, and so on. These advantages, together with steady improvements in web technologies and connectivity, suggest that rich web applications may become pivotal in academia and the pharmaceutical industry alike.

A limitation of the methods used in ProteinPrepare is that they rely on a static configuration for assigning titration states. Large structural rearrangements, for example, will change residues’ solvent exposure, and the pK_a values will be shifted accordingly. However, this is a standard assumption to make until widespread use of constant-pH MD may address this problem in the future.35,36 Furthermore, the software underlying ProteinPrepare does not support arbitrary peptides. Users are required to indicate replacements for any nonstandard residues encountered. Similarly, ligands and ions are not currently taken into account for optimizing the structure, although these limitations may be removed in forthcoming versions.

In our view, the protein preparation tool presented in this application note offers three main features: (1) help in deciding the protonation states and charges of residues while still retaining the capability to change them, (2) optimization of the hydrogen-bonding network as it might have been approximative from the crystal structure, and (3) both an interactive and scriptable way to perform these tasks. Deciding on protonation states in classical molecular dynamics is critical because a change in charge can have drastic effects and invalidate all of the results. The hydrogen-bonding network optimization is important to help the protein retain the original state of the crystal structure, especially when losing an active or inactive state can take milliseconds or more to recover. The third aspect is purely one of convenience: the use of the HTMD framework allows the reproduction of any result obtained through the ProteinPrepare web interface on local computing resources and the possibility to automate the preparation steps, e.g., repeating them for a large set of structures in a high-throughput context. Coding of HTMD-based analysis on local resources takes place through the Python language and can thus take advantage of any of its numerous libraries and facilities for reproducible research.

Author Information

Corresponding Authors
*E-mail: toni.giorgino@cnr.it.
*E-mail: gianni.defabritiis@upf.edu.

ORCID
Gerard Martínez-Rosell: 0000-0001-6277-6769
Toni Giorgino: 0000-0001-6449-0596

Notes
The authors declare no competing financial interest.

Acknowledgments
The authors thank Acellera Ltd. for funding. G.D.F. acknowledges support from MINECO (BIO2014-53095-P) and FEDER. This project has received funding from the European Union’s Horizon 2020 research and innovation programme under grant agreement No 675451 (CompBioMed project).

References

DOI: 10.1021/acs.jcim.7b00190


